Chain-of-Visual-Thought: Teaching VLMs to See and Think Better
with Continuous Visual Tokens

© BxE SRIER

Chain-of-Visual-Thought:
Teaching VLMs to See and Think Better with Continuous Visual Tokens

Yiming Qin' Bomin Wei’ Jiaxin Ge! Konstantinos Kallidromitis®
Stephanie Fu' Trevor Darrell'! XuDong Wang'’

UC Berkeley 2UCLA  *Panasonic Al Research

Project Page: https://wakalsprojectpage.github.io/covt-website/

BRIMEESEREK TEESTETHTHE, ENTEERENNEEAAIERNES, FIaNzSEEE/ L aE], RNEARLT.

XL ERRMERTF AT

c ESTANFREYE: HESIIMEEEFRFAERNNAT SN, FEONERLE, LR, k. FEMN/VAER, SEXTFERIT
WER.

o HMERNEIIGRE: EXAHEEHIKESHREHRER, B, IEEANGEEEFTERNATE, REENEEMGAFTE (a0in
%, R E) WA,

AN Aot RFERESRRMELENTAFUIXRR, XESTREBIRK, THRSIRSEER TR, taliiQwen3-VL-Think{fE=SEHEH#

f9bench_EElinstruct #&E1K5%.,

BBA— N BEANBRS EHEE BN LRI 8vim AN TR B EE. - >ESHNgpuitEiEE, RSN TEARS,

S—FAXEEREIEFEEREERER. —>AREEBEGIREEAINATE, ELXTEENIRER.

XREXEEHIREINEREM ARG RN )R, BRI, BEMEUENNRESERINZIVIMATHERSRES, MIEEEE
EETERHE, MERTLIBSESRE T RN RIBATHE. FERET— E8a1, THRFEENs. (latentttBMENHIE
RitmEHR)

~

(a) Counting ( N (b) Relative Depth R (c) Scene =
Answer; Answer; Understandin Answer:
<think> Because ......, the <think> Because ......, the 9 <think> Because the segmentation of the image
S?E?rfl_emDation;fT::ki:ﬁQe is Question: Two deP&"“?F‘E{ the iz;i?:i> Question: Is the | ' ~ [@ . And, because the depth map of
points are circled Degth.” wall behind the bed or

Question: Hu.w on the image. tehans T emptyoristherea | |iheimageis @@ ~ @ </think>

f““h"l" uncutfruitsare | | .. swers There are three Which one is closer | [<answer> Point B is closer painting hanging Depth tokens

in the image? uncut fruits in the image. to the camera? to the camera. </answer> on the wall? <answer>The wall behind the bed has a
</answer> painting hanging on it </answer> ,

e

L segment mask depth map

segment mask depth map

Figure 2. Continuous visual thinking with COVT. CoVT introduces compact, continuous visual tokens that encode fine-grained per-
ceptual cues, such as object localization, spatial structure, and scene semantics, directly into VLM reasoning. These tokens ground
multimodal reasoning in visual space, enabling the model to capture fine-grained relationships across vision-centric tasks (e.g., counting,
depth ordering, and scene understanding) without relying on external tools. They can also be decoded into dense predictions, offering
human-interpretable visualizations of the model’s reasoning process.

core perception ability:
1. instance recognition (sam)

2. 2D and 3D spatial relationship (DepthAnything)



3. structure detection (PIDINet)
4. deep mining of semantic information (dino)
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Stage 1: | Question: <image= the segmentation of the image is <segmentation=, the depth map is <depth=,
the edge map is <edge>, and the patch feature is <dino>\n How many people are jumping in the air?

: There are three persons jumping in the air.

Stage 2: | Cuestion: <image=\n What's the segmentation, depth map, edge map, and the patch feature
of the image?
or <segmentation> =<depth= <edge> and =dino=.

MINE

Stage 3: | Question: <image=\n How many people are jumping in the air?

er =think=The segmentation of the i image is <segmentation=, the depth map of the
Original Question image is <depth=, the edge map of the image is <edge>, and the paich feature of the image
<image>\n How many is =<dino></think> <answer>There are three persons jumping in the air.</answer>
people are jumping in the air?
Original Answer Stage 4: | Question: <image=\n How many people are jumping in the air?

There are three persons Answer <think>The segmentation of the image is <segmentation=, and the patch feature of the
jumping in the air. image is <dino=.</think> <answer=There are three persons jumping in the air.</answer=
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Visual tokens CV-Bench Other vision-centric benchmarks

Seg Depth DINO Edge CVBench Count Depth Dist. BLINK RW-QA MMT MMStar-P MMVP MME-RW V* HR4x HRsx

Closed-source Models

Claude-4-Sonnet 76.3 62.2 Tk 80.5 39.6 63.7 - 58.8 18.7 - 152 323 22.7
GPT-4o 79.2 65.6 86.7 81.0 63.0 69.7 - 65.2 72.0 - 42.9 50.6 46,7
Qwen.5-VL-TB 74.5 65.0 728 T35 55.7 68.6 61.7 67.1 56.0 60.0 764 686 64.9
COVT (1 Visual Token)
v 77.9 66.0 808 BOS 57.4 71.1 62.1 68.5 58.7 62.1 79.1 719 69.0
v 78.7 654 832 782 56.4 715 62.7 69.9 58.7 62.0 79.1 719 69.4
v 71.3 64.7 723  66.7 55.8 T1:5 62.5 67.9 57.3 61.1 715 71.0 68.6
COVT (3 Visual Tokens)

v v v 80.0 66.2 86.8 825 56.0 71.6 62.1 69.2 58.7 63.7 780 729 69.4
A (vs Baseline) +5.5 +1.2  +14.0 +7.0 +0.3 +3.0 +0.4 +2.1 +2.7 +3.7 +1.6  +4.3 +4.5
COVT (4 Visual Tokens)

e v v v 79.8 66.1 892 B80S 56.2 71.8 61.9 68.4 56.7 63.3 785 725 69.9

A (vs Baseline) +5.3 +1.1  +164 +5.0 +0.5 +3.2 +0.2 +1.3 +0.7 +3.3 +2.1 439 +5.0
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Baseline B CoT 1 CoVT XX LLaVA-CoT data 1 Our dataset
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80.0 7186 70.0 69.2
& 80.0 1 55.7 56.0 62.5{ g1 7621 62.1 i
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a 75.0 74.574.474.7 527526 65.5 60.0 65.0 53_764'4
65.0
50.0 57.5 60.0
MMVP MME-RealWorld VStarBench HRBenchgx HRBenchgk
80.0 78.0
60.0 58.7 65.0 63.7 X 75.0 131956 700 69.4
v 56.0 600 60:0 g5 ' 711
8 55.0 53.3 » ? 57.9 7007 56 61.922065:4
¥e) 51.3 / 55.0 70.7 : 65.01 =
5.6 55.0 %‘ 70.0
65.0

Text setting: cvotfUEUEEIEMittoken, ©EREEHES LLaVA-CoT KUSHILSIAHE; LK llava cotiiE.

XA CoT AETFMRERH., EHIBRE. K. HESRENZERISE, AT ERISHINRES, SSEUEEMRSR. COVT BFF 7
R -> XA -> ERIEIRE, T TR -> Mliklatent space -> HHR"HSRERR .

Type Align CVBench BLINK RW-QA MM*-P MMVP V* HRygk

Feature  76.8 55:2 70.6 67.7 56.0 78.0 698
Qurs 779 374 71.1 685 587 79.1 719

Feature  77.0 542 70.5 67.6 553 78.0 713
Qurs 78.7 56.4 71.5 69.9 587 775 719

Seg

Depth

Table 5. Our tailored alignment strategy plays a crucial role in
further enhancing the performance of COVT.
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Figure 7. Beyond the gains on vision-centric benchmarks, COVT
also achieves slight improvements on non—vision-centric tasks
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