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1.1 VLMs behave like Bags-of-Words?

Visual Genome Relation
Assessing relational understanding (23,937 test cases)

:I-‘!'r
; + the horse is eating the grass
== X the grass is eating the horse

- -

Visual Genome Attribution
Assessing attributive understanding (28,748 test cases)

v the paved road and the white house
X the white road and the paved house

COCO Order and Flickr Order

Assessing sensitivity to order (6,000 test cases)

v a brown cat is looking at a gray dog and sitting in
a whrte bathtub
X (shuffle ad ‘noun) @ gray bathtub is looking at a

. whlte cat and 5m:|ng in a brown dog
X (shuffle all but adjective/noun) at brown cat a in looking
a gray dog srttung is and a white bathtub
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1.2 Why VLMs behave like Bags-of-Words?

AR T90) 114509 Bim
AEFERFIRER, BRETEIQERIES
FEREGRNTESN, BeEARRES (TREEEREERER)

Retrieval without access to word order = Original = Shuffle all but nouns & adj.
> s Shuffle only nouns & adj. m=m Shuffle trigrams
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N 1.
—
S | ®
‘ ]
m \ , riding is the red a man motorcycle %
\/ &
™
— =
H‘l a0k _E'_
" 2 horse the mountains behind are white BLIP CLIP

Retrieval without access to visual patch order == Original B Shuffie Columns (4)
- Shuffie Rows (4) EEEShuffle Patches (9)
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Figure 2: Retrieval without access to order information. We show that models can achieve substantially high
performance on standard evaluations even when order information is removed. In particular, in datasets where
the captions are augmented with order perturbations, models show marginal performance degradation.
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1.3 A simple fix: NegCLIP

F£COCO_EfN\hard negativesFHEJECLIP{EZINegCLIP
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| CLIP | CLIP-FT | NegCLIP

Compositional Tasks

VG-Relation 0.59 0.63 0.81
VG-Attribution 0.62 0.65 0.71
Flickr30k-PRC 0.59 0.50 0.91
COCO-PRC 0.46 0.36 0.86
Downstream Tasks |

CIFAR10 0.95 0.95 0.94
CIFAR100 0.80 0.80 0.79
ImageNet 0.75 0.74 0.72
Flickr30k Image R@1 | (.59 0.67 0.67
Flickr30k Text R@1 0.78 0.83 0.79
COCO Image R@1 0.30 0.42 0.41
COCO Text R@1 0.50 0.59 0.56
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2.1 Only using hard negatives resulting oversensitive

e s Y

PEKING UNIVERSITY
Existing work
i i ™
. Hard Negative
Captions CLIP Finetined Ours
Original Caption c . brown grass i 0.236 0.152 0.240
Hard Negative c, : blue grass 0.240 0.143 0.231
A i i =
Hard Positive c, | chestnut grass | 0.249 0.134 0.241
\. ' /
Image i Our work
FeRIB TIEXZ R Ahard negativekGEACLIP—IHRRE "ZFEORIPERED"
MM 7 hard positive—— “RNzpED BT A BEIRIE D"
TRAXNE T — 1 EINE & c M AIFTETRS:
REPLACE ™ SWAP
Image i
Original Caption ¢ fabric on black table the black cat and the carpeted floor
Hard Negative c, fabric on table the carpeted cat and the black floor
Hard Positive ¢, fabric on ebony table the carpeted floor and the black cat
J 5 vy
BIEEH FEHE s =S 7 <5>
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2.2 Results

Orig: R&cHlcn, Test AccHIEMSEHIEL: s(cli) > s(cnli)
Aug: B8c. c,. cp, TestAcc: s(cli) > s(culi) and s(cyli) > s(cnli)

> \) a t z }7
f 7 \
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Brittleness: s(c|i) > s(cpli) > s(cpli)
s(ey|i) > s(ep|t) > s(cli)
REPLACE SWAP REPLACE SWAP
Orig. Aug. Orig. Aug. . |
g Tt:slr;icc. Tu:lu:cc. Testr!fwc. Tcstu.fu:c. Bliticnesy () Beaisteayy) 1 CLIPZISE'E \HPE)EEXE
. CLIP ViT-B/32 61.6 46810 605  49.6 .10 232 217 b/ Al . :
NegCLIP 68.6 S21cie 709 567 i 215 26.4 2. RETHNHITHUE, S|9A7EOrig 3%
CREPE Repl ™7 S39ass LI ST7em 239 54 AEAF, {Beshn LA THERT T HPY
- t‘p dce e o (=19.8) = O 0T (=134) = A i B A: | ,;'lA I11 A\ 1]

(b) SVLC 766 445c0n 724 6L6 .o 39.9 20.8 il \TE:&F\ WL A
SVLC+Pos 643 45003 565 45401 298 228 2 TRE Y FEE %}fi}}gzjj RIEARERE
DAC-LLM 876 489cwn 720 61109 40.1 216 AREA
DAC-SAM 869  559.u0 695 56510 325 25.6 -

Our HN 739 557wy 743 605 21.0 25.1
| Our HP+HN 690 58010 732 6L1ci2n 169 229 3. REFHNHTH

Our HP+HN (Swap-only) 639 S516cy 730 61901 18.6 212 $$Z]§%‘BZEIE$$2[§ %B%E{ AREYEOrig £
Our HP+HN (Replace-only) 70.9 59.0 119 69.7 55.6 14 17.8 26.5 E’\Ji‘éf'ﬂ
Random Chance 50.0 33.3 50.0 333 333 333 °
Human Estimate 97 97 100 100 0 0

0 HN 58.5 498(ss) 641  512(u9 15.8 25.0

0.25 HN 660 555.0s 716  59.8us 16.6 228

(b) 0.50 HN 673 56905 725  60.5c10 16.4 228
0.75 HN 682 576.06 729  6L0.iy 16.6 227

EE'*EE EE %ﬁ#@ <p>



2.2 Results

fEHN, HP_EfRE, SHISSEREEHEEMES LAIRN

Mean ¢ Neg- CREPE CREPE SVLC DAC DAC _
Score O CLIP Swap <-Repl. “VC 4Pos  LIM -SAM O°*

REPL. 0234 0.225 0.233 0.214 0202 0223 0157 0.228 0.231

SWAP 0255 0.239  0.250 0228 0211 0228 0.132 0224 0247 1 *‘.‘AL?{I%J:, ﬁﬁﬁﬁ;ﬁ*ﬁtb?é?&ﬂ%ﬁ
EACLIP, 95 FE, iIeXFHRRE

Table 9: Mean image-text matching score of original caption ¢ per benchmark of all evaluated models. All hard + 1t A=W )N
negative-finetuned models reduce the image-text matching score of ¢, nearly all more so than our model finetuned ( HN+H P/ \ﬁﬁ) —FBEFEi/

on both hard negatives and hard positives.

/ \ S Pl R .~ E . f
2.9HES L, IENFRAAYHIM TS
ImageNetlk COoco Flickr30k VTAB ab AZ.
BE N
Model Acc@] Acc@5 Image Recall@] TextRecall@l ImageRecall@l TextRecall@l Acc@1 Acc@53
(a) CLIPVIT-B/32 6333 83.83 30.46 50.14 58.82 77.40 39.00  70.90
(b) CLIP-COCO 53.18 819 50.34 66.76 68.48 83.40 34.67  68.55
(c) QOurHN 5040  79.58 49.61 63.98 67.80 80.10 3240 67.53
Our HP+HN 4985 79.70 49.67 65.02 67.52 80.60 33.24 6175
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Is CLIP ideal? No. Can we fix it? Yes!
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3.1 Is CLIP ideal?

IRAERYCLIPAEEY

. (ERRIERE i(), tORANMEGRREEXZAIMAS

BHRETARIINE, BAZDOEEERREARAZ DR

ERRREAIRECLIPHE :

Condition 1. (Concept Categorization) Satisfaction of this
condition requires that (1.1) C represents basic descriptions
and image content.
i(x)-tx) > i(x)-ty)
i(x,y) - tix) > i(xy)-t(z) Vxy,z€V
(1.2) Images that contain the same semantic concept(s) but
differ due to an attribute or scene composition, should have
higher cosine similarity with each other than with an image
that contains a different set of semantic concepts.
i(x)-i(xp) > i(xg)-i(y)

i(x, g71%7) -i(x,85777) > i(x)-i(y)

BEBEH REHE

Condition 2. (Attribute Binding) C respects attribute bind-
ing. More specifically: (2.1) concepts with different at-
tributes are not parallel in CLIP space.

i(xg)-i(xp) <1 Va,beA
(2.2) Images representing a concept with a specific attribute
are closer in CLIP space to its text embedding.

i(-"u) -t(a) > i(xb) 't(a)

(2.3) Images with the same concepts and attributes present
but in different pairings are not parallel in CLIP space.

i(xa-.vb)' (A;, Ya) <1

Condition 4. (Negation) C respects negation. This requires
that (4.1) texts and their negated counterparts must have a
similarity score lower than any other pairs.

t(x)-t(—x) <t(y)-t(«x), Vx,yeT
(4.2) An image with some concept must have a lower simi-
larity score with the negated concept text than another text.

i(x) - t(—x) < i(x)-t(y)

SR, AR

Condition 3. (Spatial Relationship) C respects spatial lo-
cations or relationships of objects. This requires that (3.1)
images where the same object is in a different location must
not have identical embeddings.

i(x, gl<:’m >) ([ g<l’nr>) <1 Vg<!m> gffrx? cG
(3.2) Images with the same objects but in different spatial
relationships must not have identical embeddings.

(A g<rei> y) -i(x, g<re!> }< 1. Vgire!>.g4<re."> eG
(3.3) Images where an object is in the same location or
relationship must be semantically closer than images where
it is in a different location or relationship.

i(x,81,y) -i(x, 81,2) > i(x,81,y) -i(x,82,2)

<9>



3.2 Proof

IRAERYCLIPAEEY

. (ERmEER (), tORXAMBEGRFELZARATER, FAAE

MEHRTARNNES, RAZEOREERREERNZ ARNER
SLhr_ECLIPRIIXFMA—fE%embedding REIGE X AL N T AR B HIFE

WERA :

Rigi#Econdition1, BBAI(), t()RLHEE:

TR

R :
1. i“"” FHO (FIEHERR
}“l)J_

HEITRSRaINT AS

2

: i(x!,2?) -i(e!) +i(x!,22) -i(x?)

i(x',2) = argmax
ifx!.x2)

M (1)

—E. )-i(e)| st i) =1

Here, Ihc first two terms guide the local placement of
i(x'.x?), while the last term introduces a global constraint to
avoid proximity to other embeddings. The constraint ensures
that all embeddings must lie on the unit hypersphere. We
can expand the sum to see that:

i(.\'l ..\':} = argmux [i(xl._l:}
i(x! %)
(2)
( V) +i02) +i(xh) + i Z:H}H
Since random vectors in high dlmens]on'-. will be approxi-

mately symmetrically distributed, [ ' 1i(x/) =~ 0. The opll

mum is then reached when i(x!,2?) is parallel to i(x!) +i(x2).

Thus we see i(x',x?) is a normalized superposition of i(x')
and i(x?), and lies on the geodesic arc between i(x') and
i(x?) on the hypersphere, i.e.,

3)

i) =

O

BEES... 183

N ¢ ’.

PEKING UNIVERSITY

(1—38)(i(x) +i(y)) + pt(a) +qt(b)

i(xaayb) = >

- i(xbvya)

BPCLIPY0ER#H Econdition1,

EXDE& (x_a,y_b)

7z

FIEH&(x_b,y_a)—HRTiEHE
condition2, 3. 4, FEFE
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3.3 How to fix? CNN for Dense Cosine Similarity Maps NET TS
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LABTRICLIP: JREX [CLS] #1 [EOS] tokenfCEREWGAIN A, HERAHRIUE
18X J5i%: FiBtoken#BE, BEI—MBRIUERER, A1 1CNNLEX N ERE

“An image of a backpack to the left of a glove™ “An image of a backpack to the right of a glove”
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4.1 Genrative MLLMs vs CLIP V) e 7 K 2

PEKING UNIVERSITY

M. BMEERERNNTmEE, MLLMsTESHER R SRS
15 (ZEXR. AE5HES) TRUECLIPERS

(a)m Individual Accuracy (%) Pair Accuracy (%)

100

EE What’sUp Subset A What'sUp Subset B
80 - Random Chance (30%) 80 __. Random Chance (25%) Left/Right On/Under Left/Right  Front/Behind
5 Indiv. Pairs Indiv. Pairs Indiv. Pairs Indiv. Pairs
60 55.6 60 =
i i CLIP-ViT- Ul4 -336px 490 1.9 61.7 233 549 108 515 7.8
_____ — N LLaVA-1.5-7B 966 932 762 524 985 97.1 760 52.9
* * ‘ 4 il Phi-3-V-3.8B 976 951 786 583 100 100 618 265
0 = LLaMA-3-V-8B 98.1 961 81.1 64.1 100 100 73.0 47.1
cup LLaVA-1.5 CLIP LLaVA-1.5 S = 0.4 - —
(b) CLIP: right of x LLaVA-1.5: left of v — » |« mug right of plate Random chance 500 250 500 250 500 250 500 250
(4
t — \\0_0 - Table 1: The two-way individual accuracy and pair accuracy of CLIP-ViT-L/14-336px and Generative MLLMs in
Cosine VQAScore ( P("Yes") ) percentage points on four subsets of What'sUp. Generative MLLMs outperform CLIP by a large margin.
Similarity \ )
/ Winoground NaturalBench-R MMVP MMVP-VLM
Language <« mug left of plate
CLIP Text 08 Mgd ? S¢=0.9 - P CLIP-ViT-1/14-336px 27.8 47.8 14.0 20.7
Encoder CLIP Vision ode — - LLaVA-1.5-7B 39.8 522 36.0 496
Encoder (Vicuna-1.5) " divi;;ﬁ&g;z‘;i - Options Phi-3-V-3.8B 35.8 50.5 30.7 319
1 f t 1 i LLaMA-3-V-8B 46.3 64.7 50.0 49.6
Does this figure show
mug left of plate Random chance 25.0 250 250 250
N - “{Option}"? Please
mug right of plate AL YES Or DD Table 2: The pair accuracy of CLIP-ViT-1/14-336px and Generative MLLLMs in percentage points on several paired
2 ' benchmarks. Generative MLLMs achieve substantially better performance than CLIP.
Options Image Questions

ISR

1.Training data

2.Token usage and position embedding and Language Models
3.Architecture design, Training objective and prompt.

BEBHR #aHe <12 >



4.2 Is training data? G5 e 7 X ¥

PEKING UNIVERSITY

FALLaVA-1.58Y1)l

FEHERUEACLIP (FEMmiEes)  ERIVFEREN

What’sUp Subset A What'sUp Subset B

Indiv. Pairs Indiv. Pairs
CLIP 49.0 1.9 54.9 10.8
+ finetuning (ft) 50.5 1.9 539 5.9
+ ft + hard neg. 50.5 1.0 50.5 1.0
SigLIP 50.0 1.9 L5 5.9
+ finetuning (ft) 49.0 1.0 51.0 3.9
+ ft + hard neg. 50.0 0.0 50.0 0.0
EVA-CLIP 49.0 1.0 50.1 4.9
+ finetuning (ft) 50.0 49 48.5 2.0
+ ft + hard neg. 50.0 1.9 48.0 2.0

Random chance 50.0 25.0 50.0 250

H
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4.3 Is token usage or position embedding or language models? @y e z X ¥

PEKING UNIVERSITY

1. 33FLLaVA, RERMTHREBRAYICLS] token (S5CLIP—#F) , FHLoRARMIAE, AIUERITHIZ:

What'sUp Subset A What'sUp Subset B
Left/Right On/Under Left/Right Front/Behind
Indiv. Pairs Indiv. Pairs Indiv. Pairs Indiv. Pairs

LLaVA-1.5-7B-LoRA 845 689 76.2 524 89.2 784 863 725
[CLS]-LLaVA-1.5-7B-LoRA 442 87 544 8.7 490 49 539 127
Random chance 50.0 25.0 50.0 25.0 50.0 25.0 50.0 25.0

Table 5: The results of [CLS]-LLaVA-1.5-7TB-LoRA and reproduced LLaVA-1.5-7B-LoRA on all subsets of
What’sUp, where [CLS]-LLaVA-1.5-7B-LoRA struggles with spatial reasoning.

2. XFCLIP, sERFrEMIpatch tokens, IIMNELS (PACL) BZE|—/1~embedding (Bx=H)

3. 7ECLIP_EfNRoPE (BFA)

4. BIISPARCHEFIFAZ text tokens  (iZF3, AJREREZAME/text encoderKs5)

5. #aEEEAtext encoder (R, HBAEIEAItext encodertiEBNAZIESZHIZE) o) = Salle(X)) - 430D

v(x) = ey(fo(x)) T - sigmoid(10 - s(x.y))

What’sUp Subset A What'sUp Subset B
Left/Right On/Under Left/Right Front/Behind
Indiv. Pairs Indiv. Pairs Indiv. Pairs Indiv. Pairs

CLIP-ViT-1/14-336px 490 19 617 233 549 108 515 78
+ Patch Tokens (PT) 476 9.7 529 107 3529 98 5135 69
+ PT + RoPE 549 223 46.1 13.6 520 206 456 127

+ PT + RoPE + Multiple Text Tokens 48.1 0.0 500 29 500 69 480 78
+ PT + RoPE + Stronger Text Encoder 50.5 10.7 485 6.8 500 15.7 539 21.6
LLM2CLIP (Huang et al., 2024) 495 1.0 587 174 490 10 554 14.7

. ; a— 2 2 2
BN FAHE Random chance 500 250 500 250 500 25.0 500 25.0 <14 >




4.4 |s architecture design or training objective or prompt?

=i MLLaVASREE embedding, FITRIZEMETTEERXS (VLM2Vec)

G ) »
N A 75 F

PEKING UNIVERSITY

1. Elfg+ e AN : " Represent the given image with the following question: {Question}”
2. AN AN " Find the text that can answer the given query: {Question}”

RERE— MokenfI&RE—EMRZE{E~output embedding

FALORA+XIELZESIRELLAVA, ERIRT—— BRI ARy + B B33 AR AR E I i R A — T3 52

What'sUp Subset A What'sUp Subset B
Left/Right On/Under Left/Right Front/Behind

Indiv. Pairs Indiv. Pairs Indiv. Pairs Indiv. Pairs MMVP MMVP-VLM
CLIP-ViT-L/14-336px 490 19 61.7 233 549 108 515 78 CLIPV!T_L{H-_ﬂﬁpx - F.4.',0. - gO? I
LLaVA-1.5-7B-VLM2Vec-LoRA 97.1 95.1 68.0 359 100 100 60.8 22.5 LLaVA-1.5-7B-VLM2Vec-LoRA  30.0 37.8
w/o Question in Prompt 495 00 505 19 466 20 505 10 w/0 Question in Prompt 9.3 11.9
Random chance 500 25.0 50.0 250 500 250 500 250 Random chance 25.0 25.0

BE, WMERIEHA" Represent the given image” ,promptAmquestion, MEBERKEICLIPIKIE
—— N ABetE S | SAS AR E T (S I

m

EE'*EEE %@#@ <15 >
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