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1. WSS FT (Supervised FT)

a) FIXNR: “FREZZE" (Ground-truth) ,
b) I FABRBWIGZEEGF—ITEEN. EXHHmEIIESE

c) Y&{=S (Signal): “HE"#=% (Hard Label)
2. FFHZ% KD (Sequence-Level KD)
a) FINR: "BIMHNER
b) #3773\ BHE, HINLEZIFEE (Teacher) HCEM—EBH, £HR—EEMNER (BBEFY) .
RE, FERIBEEF ZMNXEER
c) % 5= (Signal): FUIFA“TE"#x%F (Hard Label)
3. KB KD (Supervised KD)
a) FINHR. “FBIFHTE R
b) I ZMESEF—TENNE ERFEEEAEDN
c) WZIES (Signal): “ER'#5% (Soft Label), HE—¥, FHAREBINZGERBZ DAY 5T EtokentiR
. (STINIEFE A Zlogicsr )



BIEENR: KL and JS

1. Forward KL Divergence ( Mode-Covering ) : Bifa KL & P(e)
FEMW TSI P (2IF) BB Q () MR, Drr(PIQ) = 3 P()log 5y
F4 QIHEBEEXED P AT E RN ceC

2. Reverse KL Divergence ( Mode-Seeking ) : &kia KL 2%5
}éfﬂl_ﬁg\?ﬁ Q}E%E) ?'JEE;;]?E?E P (ZIF) HEUE, Q(c)
F4 Q HEIRHZIN P RE AT D P) = ]

3. Generalized JS Divergence: JSD 22—k EZERTE KL A1 x(QIIP) Z Qe) log P(c)

K@ KL z8)# 574 {E (Interpolate) SAEHIEUE

Djspp)(P||Q) = BDkr(P||BP + (1 - B)Q) + (1 — B)Dkr(Q||BP + (1 — B)Q)




ERSFTXJEL: Generalized Knowledge Distillation — GDM,ICLR 2024

Distribution Mismatch: Xt TESZE/SFT, 7F7E“VIZk (Training)” 1 “#£I2 (Inference)” BT :

1.lZk (Training) Bf: REF SN, BESET M IREER'BHER. £ENEMEITH, EHSER

AN EX, Kz A2 REIEREE — 2 BIOARER| K L] 5w pl A

2.3 (Inference) i1 WA SCERA AR, REREER UHSE, eDTETHC E—F4EN
FTETTRIN T —"Ma. MREAEF—HIL T NG, T—TERDIAET X MEREEE T LR

NGNRE REEREE" Eillgd, MHERE ELRR (BEECHER) EITE
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1. ERBRERMFS] (On-policy RL) KU FEXFESNBEATEC TH. MmN RIRS5IRECH
HEEEHEX, BEERAEREFRE X FEASEFRMERDNERE TR,

2. FREEZEIE (Off-policy distillation) KT UWUEFE—MFR AT THE—ARNRFEE SBAED,
EXEHTEEF TR /L KEARBENHEBRS T ELR

BARRIR?
Method Sampling Reward signal
@ Supervised finetuning off-policy dense
B Reinforcement learning on-policy sparse
@ On-policy distillation on-policy dense
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40% 80% 5% 15% 99% 99% 40%  80% 90% 99% 70% 99% 99%

teacher’s conditional per—token probability



1B EReverse KL

Reward = — KL (ﬂ-ellﬂ-teacher) = _Exww(; [log o (mt—l-l ’ wl..t) — 108 Tlteacher (xt+1 ’ wl..t)]
= log mq (th+1 ! fL’l..t) — log g (l’t+1 | xl..t)

M= B EIER:

1. ER"FKREL (modeseeking) —— EFI—MEFEITAH (BIMNTTA) , AL
BENI T PEAEILNRET E, FEERD T EERE" (exposure bias)

2. MIImZAK 5 HlogicE & freward BEE—% (yuyangfFBEinverse RL)

3. B EXESHA NEEMRrewardTTE—E (fhiX N REF ERHEH KA TRER)




HS 58 (Policy) e BN (B4 Qvs Elifi P)

(Divergence)

1. &8 KD  Off-Policy (2  Forward KL ERFERE (Q) EZIhavE4 L, BREMER (P) &Y

iRERUY) (RXEE) EMMERD T,
2.GKD (Z On-Policy (¥ Forward KL BRFARE Q) EHCHHL L, BEEITRE (P) /Y
9] A RYEIE) (BN EE) EMRERD M,
3. On- On-Policy (% Reverse KL ERFHERE Q) TECHNTL, HRLoHmEPT
Policy % A RUEIE) (R FK) ZIMEE (P) N SHEE.
i
4. (ERE Off-Policy (2  Reverse KL ERFARE (Q) BZIHIFL L, HahomERTF

a) Uil:SEZIRUY (B F3K) ZIMREL (P) B SHERL,



XtFreasoning, on policy distillz R an4a]?
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On-policy distillation with Qwen3-8B-Base (OpenThoughts-3)

Full finetuning

LoRA rank = 128
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Initialization: SFT-
400K

B SFT-2M
(extrapolated)

B Reinforcement
learning

B On-policy
distillation

AIME’24 Teacher Student CE vs
FLOPs FLOPs SFT-2M
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68% - - =~]X
70% 8.4 x 1019 8.2 x 1019 9-30x




ARV RTA?

1. % (pre-training) /SFT: BiTFEALAEEE Tk (stochastic gradient descent) EE#ESEZ 8] H
£

HITRR, ST EHTH

ESHAE? )
RL: ZEIEXRHEZE (semantic strategy space) H#HITIRZE, H—%FKtrajAWLltokenit{THE?

RLAAFSRAREENHBEHEEFAS L. BRIMEYE RLEBAFTELITEREEEER
(search) ——BM rollout —MRBEF D ECRK AN (assigning credit) , T [ REFEEFHSL] R

ik TSR EBAN — U T— token | REMEGEIES T, AW

S HP—/NBES
3. W —BIB T —MIFRIKE, HREMEIEAFZIIZKRIEAERR. on-policy distillation AFE

. Z&TAE.
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212 RLIZEE P BIMAAE PEKEE, MRATEIREFERRE.
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Self-distillation: Qwen3-8B-Base on DeepMath Data-constrained self-distillation: Qwen3-8B-Base on DeepMath with one prompt

Sampling eval: AIME24 Training eval: reverse KL vs teacher Sampling eval: AIME24 28 Training eval: reverse KL vs teacher
141 o 30% - ~— RL {LoRA Rank 128)
30% - 14 RLA(LoR% rank;125) °1 154 —— Distill {64 prompts / batch)
: 124 D!stfll {LoRA rank = 1) . Distill {1 prompt / batch)
28% ~— Distill (LoRA rank = 32) 28% o —— Distill (1 prompt total)
i "3 .10- = Distill (LORA rank = 128) > F
<, ) 3
> 3 £ 26%1 .09
© 26% S .08+ g —
5 = < 24%1 £ .06
< 24%- £ <
2 041 22% 1 031
22% 1 021 20%1., , . , " . UG e e S
0 20 40 60 80 100 0 10 20 30 40
20%1 ' . ‘ ' ' .00*""" R e T e R O Step Step
0 28 ) StepGO 80 100 g . 10 Stels 20 23 Figure 13: In this example, multi-epoch training on top of one training example is sufficient to distill
the teacher's AIME'24 performance. Our default configuration (also used in the personalization

experiments) runs on-policy distillation with 64 prompts / batch, and 4 samples / prompt. All
methods shown are trained with 256 samples / batch. Note that the right chart is showing training KL,
hence it is natural for 1 prompt total to outperform 1 prompt / batch.

Figure 12: Starting from the same initialization, on-policy distillation can learns the RL-trained policy
in approximately 7-10x fewer gradient steps, which corresponds to a compute efficiency of 50-100x.

RLEHAZR, FIEESparsely, REEXJL P tokengifiixz, mHEEon
policyRy, FEBERHZEEXK



Catastrophic fo rgetting Instruction following performance (IF-eval) during midtrain
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Figure 9: Sweeping over the ratio of internal documents: background chat data during mid-training.
Although mixing in a little chat data helps to prevent a catastrophic regression, no weight maintains
the original IF-eval performance. Personalization midtrain using LoRA finetuning (80% document weight)
Knowledge: internal QA eval Chat: instruction following (IF-eval)
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on-policy #3] (RL) BESFEELL off-policy 2/
EZIRR B SHANEIRE LisfT SFT, Sk & 47

Running SFT on "on-policy" samples (Qwen-32B)

Training eval: forwards KL vs Qwen-328B Sampling eval: IF-eval
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Figure 14: Running SFT on top of Qwen3-32B's own samples degrades performance. We use the same
learning rate as from the personalization section, which was swept for practical performance

considerations. A linear learning rate can prevent forwards KL / IF-eval from regressing indefinitely,
but does not recover performance before the LR decays to zero.
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Fion policy distill o] |M 52 E R

Model Internal QA Eval (Knowledge) IF-eval (Chat)
Qwen3-8B 18% 85%
+ midtrain (100%) 43% 45%
@ + midtrain (70%) 36% 79%
@ + midtrain (70%) + distill 41% 83%

Domain-specific (Internal QA eval) and chat (IF-eval) performance after mid-training.
Although mid-training forgets the post-trained behaviors of Qwen3-8B, they are cheaply
restored via on-policy distillation, alongside the additional knowledge learned via the mid-train.

HERETHIMRERFSEE FAERBSFSWHARZURHENITA, MR
=R SFT BHERZBREF LI MEER



Future work & Limitation

1. 2, @Y mITZBm A% (B eiibenchEi B o), #AXIET)
2. LEIHIIMLUMSERZE, REEHBEZEE M perceptionlIRAAFIF 7
1. B

3. Al4s, NZeTHESE, MIMREEMRZE SAMEATFH, B2EX 9 l—
TMRFENRE

4. BEIEFAERER, XD RFMT
5. MoE? 2] Y Esparse?

1. XPMAEERERE BemsttE ERAS/TIRA, XPNRE2RIogikfid
2. TNEELhNZE, WREMEHMwork, BESsftFlon policy distil—i
3. LbRRIERT, sparseBlEHT, fIaARL, EFIF K, NEATIA
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