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Figure 9: The policy entropy and validation accuracy of adding entropy loss where Ley = L — aH(my). L is
the original loss and « is the coefficient of entropy loss.
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Figure 10: The policy entropy and validation accuracy of adding KL penalty between policy and reference
model where Ly = L + By (7g||mer). L is the original loss and £ is the coefficient of KL loss.
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1. Clip-Cov (B EMNTE):

Table 1: Covariance distribu-

H&l: 1R8BS A ZER] Token, tion of Qwen2.5-7B in train-
ing step 1.
EeF: BB UEREES—/N\EBD (1), ADBEE(IREEE (detach gradients) .
Group Mean Value
Top 0.02% 5.654
2. KL-Cov (KLIEST T ZE): Top 0.2% 3.112
Top 2% 1.385
;1R85 ERSHY Top-k% BY Token , Top 20% 0.351
Top 50% 0.152
ERE: {NXFIXEE Token FEAN KL 8UEART (EESIHREARSF—ED . All 0.003

i}

BIEEH REHE <7>

C



SCOGELER ) e £ S

PEKING UNIVERSITY

A T3 BB RURST T IRERE.

—— GRPO - 1800 40
0.6| : prav] ©
—— GRPQ w. Clip_higher OV 1600 o 38
0.5 —— GRPO w, Clip_Cov c v}
> e Y 14500 O 36
Qo4 ~— GRPO w. KL Cov S < 2
o D 1500 4t
s} u )
= c ¥ —— GRPO @
Wy D IR0 —— GRPO w, Clip_higher 30 —— GRPO w. Clip_higher
£ 800 —— GRPO w. Clip_Cov S2e —— GRPO w. Clip_Cov
o y —— GRPO w. KL Cov < = GRPO w. KL Cov
600 > | 26 [ ]
256 768 1280 1792 2304 2816 256 768 1280 1792 2304 2816 256 768 1280 1792 2304 2B16
Steps Steps Steps
0.7 — GRPO £ a000| = GRPO sl
- e @
0.6 —— GRPO w. Clip_higher ’ 313500 —— GRPO w. Clip_higher o
—— GRPO w. Clip_Cov —— GRPO w. Clip_Cov L 45
>05 ; W 3000 - (w)
o —— GRPO w. KL_Cov - — GRPO w. KL_Cov by
Ooa \ @ 2500 . o S0
wv v
€03 ; C 2000 i 3s ~— GRPO
W s | 8 1s00 : —— GRPO w, Clip_higher
0 0 1000| et D30 —— GRPO w. Clip_Cov
. i, | & s I —— GRPO w. KL_Cov
oL =i —— 25
128 256 384 512 640 768 896 1024 1152 128 256 384 512 640 768 896 10241152 128 256 384 512 ©40 763 896 1024 1152
Steps Steps Steps

Figure 11: Training Qwen2.5-7B (Top) / Qwen2.5-32B (bottom) with GRPO with/without our methods.
Left: Entropy dynamics. Our methods uplift policy entropy from collapse, enabling sustained exploration.
Middle: Our method also incentivizes longer responses compared with vanilla GRPO. Right: The policy model
consistently outperforms the baseline on testsets, avoiding performance plateaus.
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Figure 2: A toy example of distribution
sharpening. Here p is a mixture of Gaus-
sians, which we plot against p® (o = 4.0).
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Observation 1. The power distribution upweights tokens with few but high likelihood future paths,
while low-temperature sampling upweights tokens with several but low likelihood completions.

Example 1. We can observe this phenomenon with a simple example. Let us consider the token
vocabulary X = {a, b} and restrict our attention to two-token sequences (z¢, 1 ): aa, ab, ba, bb. Let

p(aa) = 0.00, p(ab) = 0.40, p(ba) = 0.25, p(bb) = 0.25,
so that
p(xo = a) = 0.40, p(zo = b) = 0.50.
Let @ = 2.0. Under p®, we have
Ppow (2o = @) x 0.00% +0.40* = 0.160,  ppow(zo = b) o 0.25% + 0.25% = 0.125,
so p prefers sampling a over b. Under low-temperature sampling,

Premp(0 = @) o (0.00 + 0.40)* = 0.160,  Premp(20 = b) x (0.25 + 0.25)* = 0.250,
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HFp* xs%lilEl —YRY, TEEERF, ELESRA MCMC (Metropolis-Hastings) &

iy Ve =

VAN
JJ mBi;% g 27‘[_‘, Algorithm 1: Power Sampling for Autoregressive Models

Input : base p: proposal pyrop: power o length T
Hyperparams: block size 3; MCMC steps Nyionme
Output L €07, TP rp)~p
1 Notation: Define the unnormalized intermediate target
TelToxn) x plrogs)”.
2fork « Oto[%] —1do

Given prefix xq.. g. we wish to sample from 7y ;. Construct initialization x” by extending
autoregressively with pyep:

2 ~ Porop (Tt | T<t). forkB+1<t<(k+1)B.

Set the current state x « x".

4 for n < 1to Nyionmce do

s Sample anindex m € {1,.... (k+ 1)B} uniformly.

6 Construct proposal sequence x’ with prefix ., . and resampled completion:
r; ~p,,m,,(.r, | J() form<t<(k+1)B.

7 Compute acceptance ratio (9)

ﬁk[X) I)plup(xl I X_)

A(x',x) ¢ min {1. T(X')  Pprop(x | x )}'

Draw u ~ Uniform(0, 1);

8 if u < A(x', x) then accept and set x + x’

9 end

10 Set . (k+1)8 ¢ X to fix the new prefix sequence for the next stage.
1t end

12 return ry.p
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Figure 1: Our sampling algorithm can match and outperform RL-posttraining. Left: we compare our sam-
pling algorithm (ours) against the base model (base) and RL-posttraining (GRPO) on three verifiable reasoning
tasks (MATHS500, HumanEval, GPQA). Right: we compare them on an unverifiable general task (AlpacaE-
val2.0). Our algorithm achieves comparable performance to GRPO within the posttraining domain (MATHS00)
but can outperform on out-of-domain tasks such as HumanEval and AlpacaEval.

MR 75 SOTA RLVR 1EHRYSEFAIETERS

MATHS00  HumanEval  GPQA  AlpacaEval2.0

Qwen2.5-Math-7B

Base 0.496 0.329 0.278 1.61
Low-temperature 0.690 0512 0.353 2.09
Power Sampling (ours) 0.748 0.573 0.389 2.88
GRPO (MATH) 0.785 0.537 0.399 2.38
Qwen2.5-7B
Base 0.498 0.329 0.278 7.05
Low-temperature 0.628 0.524 0.303 5.29
Power Sampling (ours) 0.706 0.622 0.318 8.59
GRPO (MATH) 0.740 0.561 0.354 7.62
Phi-3.5-mini-instruct
Base 0.400 0.213 0.273 14.82
Low-temperature 0.478 0.585 0.293 18.15
Power Sampling (ours) 0.508 0.732 0.364 17.65
GRPO (MATH) 0.406 0.134 0.359 16.74

Table 1: Power sampling (ours) matches and even outperforms GRPO across model families and tasks.
We benchmark the performance of our sampling algorithm on MATHS00, HumanEval, GPQA, and AlpacaEval
2.0. We bold the scores of both our method and GRPO, and underline whenever our method outperforms GRPO.
Across models, we see that power sampling is comparable to GRPO on in-domain reasoning (MATHS00), and
can outperform GRPO on out-of-domain tasks.
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Figure 4: Base model (Qwen2.5-Math-7B) likelihoods and confidences for MATHS00 responses. Left:
We plot the log-likelihoods (relative to the base model) of original, power sampling, and GRPO responses
over MATHS500. Right: We do the same but for confidences relative to the base model. We observe that GRPO
samples from the highest likelihood and confidence regions with power sampling close behind, which correlates
with higher empirical accuracy.
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Figure 5: Pass@k performance on MATHS00. We plot the pass@k accuracy (correct if at least one of k
samples is accurate) of power sampling (ours) and RL (GRPO) relative to the base model (Qwen2.5-Math-
7B). Our performance curve is strictly better than both GRPO and the base model, and our pass rate at high &
matches the base model, demonstrating sustained generation diversity.
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Figure 6: Effect of hyperparameters on power sampling. Left: We plot MATHS500 accuracy across model
families for various values of c.. Right: We plot the increase in accuracy of power sampling on Qwen models
as the number of MCMC steps increases.
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