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Step1

Collect demonstration data,
and train a supervised policy.

A prompt is
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used
to fine-tune GPT-3
with supervised
learning.

Step 2

Collect comparison data,
and train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks
the outputs from
best to worst.

This data is used
to train our
reward model.
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Step 3

Optimize a policy against
the reward model using
reinforcement learning.

A new prompt
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the output.
The reward is
used to update . .
the policy
using PPO.

): What is the value of a two-stage, interactive FT
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Q: From the camera’s perspective,
is the piano’s back panel on the
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Q: Does the keyboard
have a backlight?
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the camera. vou can tell because the rear -Im;m-.‘;nr wings and part of the body of the

, . th :I 1o Butterflies have del \Ienm:r. Il;el _\_—>\2—\

o "*'“‘:)'“"’: e coecthy ehlphoe which are aften not the most noticeable feature _Eb%ﬁ\n = tbi/\ ﬁﬁg _/\g
:’“::J’;:?m that L:\;‘ﬂ:h:vha‘rc::!hrd especially from the angle E¢ — El%E Xﬁla Y I I

Figure 1. Instances are systematically identified where the visual question answering (VQA) capabilities of GPT-4V [41] fall short gjfﬁg |\EUIE@/_~EE . ‘j@%ﬁi%ﬁg*aiﬁriuﬂﬁi'?
(Date accessed: Nov 04,2023). Our research highlights scenarios in which advanced systems like GPT-4V struggle with seemingly s - A= b y

simple questions due to inaccurate visual grounding. Text in red signifies an incorrect response, while text in green represents hallucinated —_ y 1 24 T = N N 79—
explanations for the incorrect answer. All the images referenced are sourced from ImageNet-1K and LAION-Aesthetic datasets. K,ZEET‘WJ DLITO7ER 13|:|5' [=] EE%L'FE-‘Z 51' ]EI\JXj
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*@@M MVP BenChmaI’k Stepd Step 2 Step 3

Finding CLIP-blind @ pairs. Spotting the difference between two images. Benchmarking multimodal LLMs.

Discover image pairs that are proximate in CLIP feature For a CLIP-blind pair, a human annotator attempts to spot Evaluate multimodal LLMs using a CLIP-blind

E%ZC LI P-'_‘E__Xj' 1?%*@5;7 space but distant in DINOv2 feature space. the visual differences and formulates questions. image pair and its associated question.
I
‘? A CLIP Spa Where is the yellow animal’s head lying in this image?
= -
MMVP benchmark, 1zE/& .

{a) Floor (b) Carpet
& & 1503 Eg&F13001™ ?
rl:ﬂ;EL)Fj ’ 15“9':'“5@%@ rl:T_lEile 5 ! C{ight image is lying on the floor.”
I i \

2A0? "Ha@. FEBT o b
ZE le . | D LJ\O Ij‘ d;,-' E-,Simu_in-ﬂ = 0.58 :z;r;ﬁ:dft;:t;’::lﬁ:ir;::nd x {no score for this pair]

RE LR X B R AR - ) | oo
B R S R AR5

MLLM Ehad =P AN Figure 2. Constructing MMVP benchmark via CLIP-blind pairs. Left: We start with finding CLIP-blind pairs that have similar CLIP
¢EI/_\EE ngijn\ﬂo embedding but different DINOv2 embedding. Center: We manually inspect the differences between pair-wise images and formulate
questions based on the differences in the images. Right: We ask MLLMs the question alongside the CLIP-blind pair. The model receives

a score only when both questions for the CLIP-blind pair are answered correctly.

“The dog’s head in the left image is resting

y Q1
on the carpet, while the dog's head in the LIh]CarpeT v | (b} Carpet 3
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Figure 3. Examples of Questions in the MMVP benchmark. Incorrect answers are shaded in ‘red . A model is considered correct only if
it answers both questions in a pair correctly. Both leading closed-source models (GPT-4V, Gemini) and open-source models (LLaVA-1.5,
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InstructBLIP) fail these simple visual questions. (See Appendix B.2 for all the questions in MM VP benchmark.)

(b Incorrect
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Hurnan I s

Gemini 40.7

GPT-4V | 38.7
Random Guess | 125.0
LLaVA-1.5 24.7

Bing Chat
InstructBLIP

0 20 40 60 80 100

Accuracy (%)

Figure 4. Benchmark results of current SOTA MLLM models
and humans. We evaluate benchmark questions for current SOTA
MLLM models and human performances through user studies.
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Figure 5. Examples from MMVP-VLM. MMVP-VLM consists of image pairs across nine visual patterns. The examples in the figure are
from EVAQI ViT-g-14 model [54], one of the largest CLIP models that also fails to choose the right image given the text description.

' Image Params IN-1k " MMVP

: Size (M)  ZeroShot 6 Qa & n @ &, A " Average
OpenAl ViT-L-14 [43] | 224 4276 755 133 133 200 200 133 533 200 6.7 133, 193
OpenAl ViT-L-14 [43] (3362 4279 766 1 00 200 400 200 67 200 333 67 3331 200
SigLIP ViT-SO-14 [66] 1 224> 8774 820 1267 200 533 400 200 667 400 200 533' 378
SigLIP ViT-SO-14 [66] ' 384>  878.0 83.1 : 200 267 600 333 133 667 333 267 533 : 37.0
DFN ViT-H-14 [10] 2242 986.1 834 ,200 267 733 267 267 667 467 133 533, 393
DFN ViT-H-14 [10] (3787 936.7 844 1133 200 533 333 267 667 400 200 400! 348
MetaCLIP ViT-L-14 [62] ' 224° 4276 79.2 : 133 67 667 67 333 467 200 6.7 133 : 23.7
MetaCLIP ViT-H-14 [62] |, 2247  986.1 806 , 67 133 600 133 67 533 267 133 333, 252
EVAOI ViT-g-14 [54] 1 2242 11364 785 1 67 267 400 6.7 133 667 133 133 2001 230
EVAO2 ViT-bigE-14+ [54] ' 224> [NS04488 820 '133 200 667 267 267 667 267 200 333' 333
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Figure 6. CLIP and MLLM’s performance on visual patterns.
[f CLIP performs poorly on a visual pattern such as ** @ orienta-
tion”, MLLMs also underperform on the visual pattern.
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Standard MLLM Additive-MoF MLLM Interleaved-MoF MLLM
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Adapter HBW iy epes o i “How many eyes can Adapter || Adapter FiOm oy eyes cap
you see in this image? you see in this image? N L you see in this image?
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Figure 7. Different Mixture-of-Feature (MoF) Strategies in MLLLM. Left: Standard MLLM that uses CLIP as off-the-shelf pretrained vi-
sion encoder; Middle: Additive-MoF (A-MoF) MLLM: Linearly mixing CLIP and DINOVv2 features before the adapter; Right: Interleaved-
MoF (I-MoF MLLM) Spatially interleaving CLIP visual tokens and DINOv2 visual tokens after the adapter.

method SSL ratio MMVP LLaVA

[LaVA 0.0 55 81.8 method rn:::%;2 #tokens MMVP LLaVA POPE
LLaVA 224 256 5.5 81.8 50.0
g"?’ T; B e 33";"“' LLaVA 3362 576 6.0 814  50.1
- o i+6.5) - i s 2 2 "
LLaVA  0.625 Biluis “T6dus LLaVA + I-MoF 224 312 16.7¢wn 828 51.0
+A-MoF (.75 187 i3y 75.8 um LLaVA'l-® 336° 247 84.7 85.9
0.875 16.5 w1y 69.3 125 LLaVA!® + -MoF 2242 512 28033 827 86.3
1.0 13.4 i79 68.5 1z

Table 3. Empirical Results of Interleaved MoF. Interleaved MoF
improves visual grounding while maintaining same level of in-
struction following ability.

Table 2. Empirical Results of Additive MoF. We use DINOv2 as
the image SSL model in our work. With more DINOv2 features
added. there is an improvement in visual grounding, while a de-
cline in instruction following ability.
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