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IWorId Model & Inference Machine

e Currently, training model to imitate or please humans (action or decision)

e World Model & Inference Machine, both components operate with an explicit
notion of uncertainty to mitigate the risks of over-confident predictions
(understanding)

World Model understands the world with dynamics function;
Inference Machine execute specific task




I Inference Machine

e Goal Misspecification

* [t unfortunately appears impossible to formally articulate the difference between morally right
and wrong behavior without enumerating all the possible cases. (AZITE 5245 %5 18] N PEAT B 1)
e overoptimization of a goal can yield disastrous outcomes

e Goal Misgeneralization

Al learns a goal that leads it to behave as intended during training and safety testing, but which
diverges at deployment time.

e reward-tampering

 extreme severity and unknown likelihood of catastrophic risks




I World Model

e Time horizons and anytime preparedness

e an estimator of probabilistic bounds over worst-case scenarios that can result from the
achievement of a user request.

* develop a new training mechanism for the inference machine, grounded in a Bayesian framework
and leveraging synthetic examples generated by the world model

e Bayesian

» Uncertainty & Posterior predictive
* Interpretable

e Model-Based

¢ simulated environments




World Model & Inference Machine
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I World Model
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def rollout (controller) :

""" env, rnn, vae are '''

""" global variables "'’

obs = env.reset ()

h = rnn.initial state()

done = False

cumulative reward = 0

while not done:
z = vae.encode (obs)
a controller.action([z, h])
obs, reward, done = env.step(a)
cumulative reward += reward
h = rnn.forward([a, z, h])

return cumulative reward

Figure 2: Flow diagram showing how V, M, and C interacts with the environment (left).
Pseudocode for how our agent model is used in the OpenAl Gym [5] environment (right).




I Fine-Tuning Is Not Enough

Table 1: CarRacing-vO results over 100 trials. Table 2: DoomTakeCover-vO0 results, varying 7.

Method Average Score Temperature T Virtual Score  Actual Score
DQN [66] 343 £+ 18 0.10 2086 + 140 193 4+ 58
A3C (continuous) [36] 591 +45 0.50 2060 4= 277 196 4 50
A3C (discrete) [41] 652 4+ 10 1.00 1145 + 690 868 £ 511
Gym Leader [44] 838 + 11 1.15 918 1+ 546 1092 + 556
V model 632 & 251 1.30 732 + 269 753 + 139
V model with hidden layer 788 + 141 Random Policy N/A 210 += 108
Full World Model 906 + 21 Gym Leader [62] N/A 820 4 58

https://worldmodels.github.io/

—



I Discussion Reasoning Attack
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I Discussion Reasoning Attack

| Application
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Figure 1. Overview of OVERTHINK Attack.




Discussion Reasoning Attack

Llama3.3-70B (7 tokens)

Qwen2.5-72B (7 tokens)

Qwen2.5-Math-72B (45 tokens)

GPT-40 (7 tokens)

Gemini Pro (5 tokens)

Claude-3.5 (7 tokens)

QwQ-32B-Preview (901 tokens)

Solutionl
39 tokens

Solution2
109 tokens

Solution3
39 tokens

Solution4
34 tokens

Solution5
42 tokens

Solution6
26 tokens

Solution8
29 tokens

Solution10
19 tokens
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Discussion Reasoning Attack
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Figure 3: Distribution of solution counts in generated responses for different test sets and models
(QwQ-32B-Preview (“QwQ”) and DeepSeek-R1 (“R1”)).
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I Discussion Reasoning Attack
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Figure 5: Distribution of occurrences for the first
correct answer.

* Notably, the first round generally comprises less than 60% of the total tokens
generated, suggesting that the extended CoT might not significantly enhance

accuracy.
e later solutions marginally contribute to improvements in accuracy.
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I Discussion Reasoning Attack

Outcome Efficiency
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{1, if at least one solution in response is correct

0, otherwise




I Discussion Reasoning Attack
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Figure 6: Ratio of whether a solution provides a
new reasoning strategy for each index.
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Discussion Reasoning Attack
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Table 1: Model efficiency results of strong LLMs.

Models Accuracy Response Efficiency
#Solution #Token Outcome Process
ASDIV
Llama-3.3-70B-Instruct 95.6 1.0 166.4 95.6%  100.0%
Qwen2.5-Math-72B-Instruct 96.3 1.0 213.0 96.3%  100.0%

- QwQ-32B-Preview 969 35 7418 = 419%  665%
DeepSeek-R1 97.1 4.5 845.0 45.9 % 64.3%
GSMS8K
Llama-3.3-70B-Instruct 92.6 1.0 220.3 92.6%  100.0%
Qwen2.5-Math-72B-Instruct 95.8 1.0 317.4 95.8%  100.0%

- QwQ-32B-Preview = 948 31 7728 = 50.7%  67.6%
DeepSeek-R1 96.4 4.3 1056.3 48.9% 62.0%
MATH500
Llama-3.3-70B-Instruct 75.4 1.0 553.4 75.4%  100.0%
Qwen2.5-Math-72B-Instruct 86.8 1.0 593.1 86.8%  100.0%

- QwQ-32B-Preview @ 930 32 24079 = 523% 712%
DeepSeek-R1 96.4 43  2704.3 51.0% 66.2%
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I Discussion Reasoning Attack

80% ' 80%
7']’ 59 0
70%)9( 68-70 2 7O(yd)7<0 0 (W7A 10 0 _ -l ( ( 0
) > 3
5 5
‘5 60% 575% ‘5 60% 57.11%
E 1 = 1
sS4 84
50%—16_ 19, 46.8% 50%
| ‘O Process Efficiency 42.4% O Process Efficiency
40% T Outcome Efficiency 40% T Outcome Efficiency
0
1 2 3 4 S 1 2 3 4 5
MATHS00 Level (Difficulty?) MATHS500 Level (Difficulty?)
(a) QwQ-32B-Preview (b) DeepSeek-R1

Figure 7: Efficiency results of (a) QwQ-32B-Preview and (b) DeepSeek-R1 across different difficulty
levels of the MATHS500 testset.
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Discussion Reasoning Attack

Table 4: Experimental results of the proposed efficiency enhancing methods.

Methods Accuracy Response Efficiency
#Solution #Token Outcome Process
ASDIV
QwQ-32B-Preview 96.9 3.5 741.8 41.9% 66.5%
+SimP OFCS+Reﬂection 96.8 2.0 381.6 77.6% 86.0%
GSMS8K
QwQ-32B-Preview 94.8 3.1 772.8 50.7% 67.6%
+SimPOgcs, Reflection 96.0 2.0 416.6 80.2% 87.2%
MATH500
QwQ-32B-Preview 93.0 32 24079 52.3% 71.2%
+SFTshortest Response 93.2 3.0 23595 60.4% 75.6%
+DPOghortest Response 94.0 2.7 19295 65.8% 79.1%
+RPOsportest Response 91.6 2.7  2015.7 64.8% 79.2%
+5IMPOgportest Response 92.4 2.5 1871.8 67.6% 80.9%

" +SimPOgiet-Correct Solution 91.0 1.4 10160  887%  981%
+SimPOEgcs,Reflection (Ours) 92.8 1.9 1330.7 80.0% 89.5%
+5IMPOGreedily Diverse Solutions 91.8 1.7  1286.1 84.3% 93.6%

GPQA
Qwen2.5-Math-72B-Instruct 46.5 1.0 811.7 46.5% 100%

- QwQ-32B-Preview = 596 22 32284  514%  84.3%

+SimPOgcs, Reflection 59.1 1.7  2085.7 55.7% 90.4%
AIME24
Qwen2.5-Math-72B-Instruct 23.3 1.0 1204.5 23.3%  100.0%

- QwQ-32B-Preview 467 2.6 94809 = 384%  84.4%

+SimMPOgcg, Reflection 43.3 1.7 51545 39.8% 92.0%
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