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instances x are sequences drawn from a target (unknown) distribution p(x)
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Definition 1. The potential outcome of an instance

x at timestep c under treatment assignment (, de- Ye(x;9)

noted as Y.(x; ), is the value that the outcome fEcheckpoint®&T-chf, FAIANEESEHIx, 150 HKg
; = —

would have taken if G(x) was equal to (. HIEIRG(X)=g

Definition 2. Counterfactual memorisation is the
causal effect of using instance x for training at

the observed timestep G(x)= g on the model’s AREFIDIZKMETHHRE ZRICE
performance on this same instance at timestep c: 1. Y_c(xg) RIS £ RSB xay2RL,
2. Y_clx; o°) RARFEARFEASLH] xait TR RIZRIN .
o E Yixyg) - Y(x;o0) (2) 3. #EMBEIcheckpoint T, FASLFN)IIE - % ALH)IE
performance on x perﬁ)nnance on @ E/\]%Iﬂ

when trained with @ when not trained with @

Definition 3. Expected counterfactual memorisa- SCEFRIN A R RNy

tion is the average causal effect of using instances
for training at timestep ¢ on the model’s perfor-
mance on these same instances at timestep c:’
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RESICIZEXIT:

Assumption 2 (Parallel Trends). In the absence

of training, the expected change in model perfor-
mance across checkpoints would be the same re-

gardless of treatment. That is, for all ¢,c’ > ¢ — 1:
E [Yo(w;00) = Yo(@;0) | G(x)=g] @)
= E [Ye(a; 00) — Yo (a;00) | G(x) =0 ]

Assumption 3 (No Anticipation). Training has no
effect before it happens. That is, for all ¢ < ¢:
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Estimator 2. The difference-in-differences esti-

dld E[Y (:I: ) Y_—l(ﬂi' )l G($)_ ,] (10) mator (DiD), defined as:
— E[Ye(w;00)=Ypor (@ 00)| Gla) =o0] Tt = (Tel) = i1(0))~(¥eloo) - ¥i-1(0)
iff in trained diff in unitraiied

=E [Ye(w; )—} —1(2;9) | G(x) = g] — E [Ye(z; 00) — Yy—1(25 00) | G() = o] (21a)
=E |Yo(z; 9)|G(= }—E[Y.ﬁl(if;--)m(ﬁ’-):'-} = [YE.(I-. * )—Y-l( ;00) |G(z) =00 ]

(21b)
=E [Yo(2;9)|G(@) =g] —E [Y)—1(2;0) | G(z) =g]| — E [Ye(a; 0) — Y1 (x; 00) | G(2) =]

rallel trend (2]’:}
=E [Yo(z;9) | G(z) = g]| —E [Yo(z; ) | G(z) = g (21d)
= E [Ye(®; 9) — Ye(2; 00) | G() = ¢] (2le)
. (211)



FRBVEE: Pythia #EEIEF, 70M-12B, 20TBE#E, 1.5 epochs, batch size = 1024, —/>epoch 95k
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Figure 2: Memorisation profiles (7, ). We only show statistically significant entries.
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Figure 3: Instantaneous memorisation (7, . for g = ¢).

We only show statistically significant estimates.
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Figure 6: Pearson correlation between the memorisation
profile of different models.

Figure 5: Residual memorisation (7, . for ¢ =T = 95k). Stronger colour intensity indicates statistical significance.
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Theorem 1. (Informal) With certain assumptions,

shifting styles in language models is equivalent to
a linear transformation in word embedding space.

objective:
output word adapted output word ® maxamize likelibsod
embeddings e, embeddings e,
+=ceWe, BN
il ® — 8
positive
labelled texts
Pc'W
(' objective:
Language Model Language Model @ maximize likelihood
Hidden Layers Hidden Layers
negative
labelled texts
original LM P “Steered” LM P,y P_.w
(a) LM-Steer overview

(b) Training

steering on output word embeddings

e, — ([ —eWe, e, —e, e+~ (I+eWie,
Language Model Language Model Language Model
Hidden Layers Hidden Layers Hidden Layers

Negatively steered LM P__y;,  Original LM P, Positively steered LM P,
“My life is boring” “My life is okay” “My life is brilliant”

Floutput word embeddings# =& EE = M4
LM-Steers

step 1:
setting a “steer” value
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step 2:
Plugging in and generate
my life is

4

brilliant

®

(¢) Generation



Model Backbone Toxicity | Fluency Diversity T
Size Max. toxicity Toxicity prob. Output ppl.| Dist-1 Dist-2 Dist-3

GPT-2 (original)  117M 0.527 0.520 25.45 0.58 0.85 0.85

PPLM (10%) 345M 0.520 0.518 32.58 0.58 0.86 0.86

DAPT 117M 0.428 0.360 31.21 0.57 0.84 0.84

GeDi 1.5B 0.363 0.217 60.03 0.62 0.84 0.83

DExpertspase 117M 0.302 0.118 38.20 0.56 0.82 0.83

DExpertsmiedium 345M 0.307 0.125 32.51 0.57 0.84 0.84

DExpertsiarge 762M 0314 0.128 32.41 0.58 0.84 0.84

PromptT5 780M 0.320 0.172 5.1 0.58 0.76 0.70

MuColLa 762M 0.308 0.088 29.92 055 082 0383

LoRA 762M 0.365 0.210 21.11 0.53 0.85 0.86

Soft-Blacklist 762M 0.270 0.154 18.28 0.53 0.81 0.83

LM-Steerpase 117M 0.29610018  0.12949 012 36.87 0.54 0.86 0.86

LM—Steermedjum 345M 0.215:|:()_|')15 0-059:|:0.029 43.56 0.56 0.83 0.84

LM-Steer g 762M 0.249. 0007  0.08919 000 28.26 0.55 0.84 0.84

LM-Steer DAPT GeDi CTRL PPLM DExpert MuColLa LoRA

Parameters 1.6M 355M  355M  355M 124M 355M 898M 18M
Speed Ratio 1.24 1.00 294 3179 21011 1.98 24.03 1.00
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1. R fEFembeddingd X : what word dimensions contribute to or contrast to a specific style
1. MZFIEIMW #4777 SVD 0, B D(REEMHEE) Atoken, BBLtokene MAR LIk A
TER®RUR

Dim. Matched Words

0 mor, bigot, Stupid, retarded, coward, stupid, loser, clown, dumb, Dumb, losers, stupidity,
garbage , idiots, fools, idiot, lame

| stupid, idiot, Stupid, idiots, jerk, pathetic, suck, buff, stupidity, mor, damn, ignorant, fools,
dumb , disgusting , damned, narcissistic, troll

3 idiot, godd, damn,

5 Balk, lur, looms, hides, shadows, Whites, slippery, winds

7 bullshit, fiat, shit, lies, injust, manipulation

8 disabled, mactive, whip, emo, partisan, spew, bombed, disconnected, gun, failing, Republi-
cans , defeated, Jeb, blowing , bombard, ineffective, reload, destructive, flo, blown

9 winners, upside

Table 6: Word embedding dimensions that are most influenced by LM-Steer on detoxification task.



There’s another controversial Hollywood racial
decision that Stacey Dash is sinking her teeth into.

The UFC champ then suggested Justino is a
longtime PED user with her most d**ning com-
ments.

ﬁ —E E’\] %EE'%’ ><\ . But I really have a question for you: Why would

—_ . . I go on a game show and play into the bulls**t
2. Em*ﬁ{ti:& I:I:I 5@ H:Il Em;&%lﬁ . what SpeCIfIC words are most allowing myself to be ranked by some fake com-
indicative of the style in a given sentence R

2.1 BN AT BFIRBMR T B AL & ETE XA NAIZHITE e o R

& - i
H If they want to be fair and non
hypocritical idiots they should.

log Poprl it~ Wiy ) — log B0 1~ «-1)

Table 7: Toxic sentences with toxic keywords high-
lighted by LM-Steer after training detoxification on
GPT2-Large.

Avg. Max., Toxicity ()
0.5

\ Origmal
Trained
3' ?’:E*iﬂzrﬂ—.l i:_F_*§ LM -Steer mE2 . Transferred
e, — He_’v 035
0.275
c'We, = (Hc)"W(He.) =" (H"WH)é€,
- gpt2 gpt2-medium apt2=x1 gpt-j-6h
(124M) {355M) {1.5B) (2.7B)

(a) Transferring an LM-Steer to other LMs with explicit-form

calculation. The transferred LM-Steer maintains the detoxifi-

cation ability partially.
-



P(o1,--- ,or;m)

T / T o
—_ T(S, S/) = ¢s,semanticA ¢s’ ,semantic + Qbs,conditionqbs’ ,condition

T .
=n" | ][ diag(p(o))T | plor), @) s semantic
t=0 ¢S p— ’ N
¢s,cond1t10n
where p(0) is a |S|-dim vector indicating P(o | s)
for all states s € S.

Assumption 1. State representations ¢ also satisfy

the following properties: Theorem 2. Assume assumption 1 holds. Suppose

there are two initial distributions m = él@, =

1. Values for each dimension are uniformly nor- . : , o .
J i - qDIAI?, so that ¢, and ¢, only differ in their

malized 1o a constant: Yi € [1.d],Y s ¢2, =

C condition-parts: @ semantic = P’ semantic- AlSO,
i suppose the elements in @ condition A€ NON-ZEYO.
2. Dimensions are linearly independent: Vi, j € Then there exisis a matrix W so that, by trans-

[1..d] and i # j, > " pey Oni®n; = 0. forming word embeddings from FE to W E, the
3. Dimensions are also conditionally indepen- LM which originally simulates the text distribu-

dent: ifi,j € [1..d),k € [ds + 1..d] are not all the tion starting with w will now turn to be equivalent

same, Zses tsids.jbs i = 0. to a distribution initiating from '.



