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| Revision

LLM Training

1. Pretrain
2. SFT (Supervised Fine-tuning)
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"instruction": "SAE—NMXFEA, BEHPWABHRFML, \n"BBROSINEIRFE, ICHENEA,
NS DU s
"output": "“BBRMRINFELORFIE, CEHAERELE, "
E
PER:

instruction: 1E<

input: BN (REUBERHIAZE)

3. RLHF (Reinforcement Learning from Human Feed Back) oucput: s
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7N /7N 7\ /7 tomato
This pizza needs more pineapple

scissors

Prompt

Completion

Explain the moon landing to a 6 year old in a few sentences.
RALaEE— 165/ N E—T"&R"
GPT-3

Explain the theory of gravity to a 6 year old.
B—1T6SIN\ZBRE—T"EN"

Explain the theory of relativity to a 6 year old in a few sentences.
RILaEL—1 6% /AR E— T 133"

Explain the big bang theory to a 6 year old.

B— 165 /N URE— T "FEAEE"

Explain evolution to a 6 year old.

B—1 65/ NZBR— T #Mt"

StCtEE AMMNEIAXK EERR, FHiSRFNERAFEIMIK,
People went to the moon, and they took pictures of what they saw, and
sent them back to the earth so we could all see them.



| RLHF
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1. Generate Answers 0
2. Human Scoring Prompts Dataset
3. Training Reward Model
4. Reinforcement Learning (e.g. PPO)
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Pipeline

Reinforcement Learning from Human Feedback (RLHF) Direct Preference Optimization (DPO)

e label rewards (S
"

= — |>| =] —> reward model LM policy : — e =l — final LM
N A

preference data maximum sample completions preferencedata . ;o

likelihood reinforcement learning likelihood
Question: Chosen: Reject:

"hello", "hi nice to meet you", "leave me alone",

"how are you", "I am fine", "I' am not fine",

"What is your name?", "My name is Mary", "Whats it to you?",

"What is your name?", "My name is Mary", "I dont have a name",

"Which is the best programming language?", "Python", "Javascript",

"Which is the best programming language?", "Python", "C++",

"Which is the best programming language?", "Java", "C++",



I Preference Model

Bradley-Terry Model

exXp (’I"*(ZB, yl))
exp (r*(x,y1)) + exp (r*(z,y2))

p*(y1 > y2 | x) =
Plackett-Luce Model

* = GXp(T* (.CU, Yr(k) ))
p(7-|y17°'°7yK7$):H K "
k=1 Zj:k eXP(T (xay’r(j)))

Reward Model Loss Function

Lr(re, D) = —E(z,y0,y)~D [log o(re(T, Yuw) — T4 (, yz))]



I Optimal Solution

mfrxx]EmN'D,yNn [’r(az,y)] — BDky [7r(y|x) I wref(y|x)] Define
1
= mg)(EmN’DEyNw(ylm) [7’(1'7 y) — Blog WZE??LT;)} Z(z) = ; Tret(y|2) exp (Br(m’ y))
: [ 1
R e L w(le) = gy melvla)exp 7o)

m(ylz)

— log Z(z) 7 (y|z) > 0 for all y and Z_:aﬂ'*(ylm) =1.
el o (o)

=minE; pEyr(yz) |l0g

. 7r y aj
min By p [Eyw(ym) llog 7r*((3,/||:1;))] - logz(x)} -

min E;p [Dxe(7(y|2) || 7°(y|z)) — log Z(z)]

r(yls) =7 (4l2) = 55 Tuclylo) exp (%m,y))



Loss Function

1 1
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I Loss Function
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higher weight when reward estimate is wrong  increase likelihood of y,,  decrease likelihood of y;

DPO outline. The general DPO pipeline is as follows: 1) Sample completions y1, Yo ~ Tet( | Z)
for every prompt z, label with human preferences to construct the offline dataset of preferences
D= {IE(i), ?}8 ), yl)(i) }fvzl and 2) optimize the language model 7y to minimize Lppo for the given
et and D and desired 3. In practice, one would like to reuse preference datasets publicly available,
rather than generating samples and gathering human preferences. Since the preference datasets



I Theoretical Analysis

Definition 1. We say that two reward functions r(z,y) and r'(x,y) are equivalent iff
r(xz,y) — r'(x,y) = f(x) for some function f.

It is easy to see that this is indeed an equivalence relation, which partitions the set of reward functions
into classes. We can state the following two lemmas:

Lemma 1. Under the Plackett-Luce, and in particular the Bradley-Terry, preference framework, two
reward functions from the same class induce the same preference distribution.

Lemma 2. Two reward functions from the same equivalence class induce the same optimal policy
under the constrained RL problem.
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Theoretical Analysis

Theorem 1. Under mild assumptions, all reward classes consistent with the Plackett-Luce
(and Bradley-Terry in particular) models can be represented with the reparameterization

r(z,y) = Blog =Y for some model w(y | z) and a given reference model Tref(Y | T).

Wref(ylm)

p

1
We define the projection f as  f(7r; et 8)(x,y) = r(z,y) — Blog Z Tret(Y | ) €XP (—r(x, y))

Y

r'(2,9) = f(r,er, B) (3, y) = () — Blog Z(x) = Blog = 13

Proof. We will proceed using proof by contradiction. Assume we have two reward functions from

the same class, such that 7'(z,y) = r(z,y) + f(x). Moreover, assume that r'(x,y) = log f(?zllz))

for some model 7/(y|x) and 7(z,y) = [log W"(?;Ta):) for some model 7 (y|z), such that = # 7’. We
then have
7(y|z) exp(5 f(z)) 7' (y|z)
(z,y) = r(2,9) + f(z) = Blog U4 f(z) = Blog 22— Blog
(09 =@+ 1) = Blo8 gy 1 Ter(yle) et yf)

for all prompts = and completions y. Then we must have 7 (y|x) exp(% f(z)) = 7’'(y|x). Since these
are distributions, summing over y on both sides, we obtain that exp(% f(x)) =1 and since 8 > 0,
we must have f(x) = 0 for all z. Therefore r(z,y) = r’(z,y). This completes the proof. O

Blog 7 (y|T)

> maly | =) exp (%r(x,m)J =1

=7 (y|z), using Thm.|1|reparam.




Experiment

Task:

1. Controlled Sentiment Generation
2. Summarization

3. Single-turn Dialogue

IMDb Sentiment Generation
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Win rate vs. ground truth

Alg. TempO Temp 0.25
DPO 0.36 031
PPO 0.26 0.23

Table 1: GPT-4 win rates vs. ground
truth summaries for out-of-distribution
CNN/DailyMail input articles.

TL;DR Summarization Win Rate vs Reference

DPO  =f— Preferred-FT
—f— SFT

—J— GPTy)

—F— PPO ~J— Best of 128

0.00 0.25 0.50 0.75 1.00

Sampling temperature

DPO SFT PPO-1

N respondents 272 122 199
GPT-4 (S) win % 47 27 13
GPT-4 (C) win % 54 32 12
Human win % 58 43 17

GPT-4 (S)-H agree 70 77 86
GPT-4 (C)-H agree 67 79 85
H-H agree 65 - 87

Win rate

Dialogue Win Rate Evolution
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