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Jailbroken: How Does LLM Safety Training Fail?

@misc{wei2023jailbroken,
      author={Alexander Wei and Nika Haghtalab 
and Jacob Steinhardt},
      year={2023},
      eprint={2307.02483},
      archivePrefix={arXiv},
}



Example



Competing Objectives

Stems from the observation that safety-trained LLMs are typically 
trained against multiple objectives that can conflict with each other.

• Prefix Injection

• Refusal Suppression



Mismatched Generalization
Pretraining is done on a larger and more diverse dataset than 
safety training, and thus the model has many capabilities not 
covered by safety training.



Discussion



Universal and Transferable Adversarial 
Attacks on Aligned Language Models

@misc{zou2023universal,
      author={Andy Zou and Zifan Wang and J. Zico 
Kolter and Matt Fredrikson},
      year={2023},
      eprint={2307.15043},
      archivePrefix={arXiv},
}



Example

Demo: llm-attacks.org

https://llm-attacks.org/


Algorithm 1



Algorithm 2



Experiment

• Harmful Strings

• Harmful Behaviors



Experiment



Discussion
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